How Ideas Flow across Multiple Social Groups
Xiting Wang∗
/JKGY

Shixia Liu∗

Yang Chen∗

RD

tonight
hoping2hear
gibbons
RD

RD

birthday
cg225th
uscg225th

J

,RU]

:XKK2K\KR 狣

(a) (b)
RD

ϮϬϭϬ

ϮϬϭϭ

RD

merry
christmas
cozy

RD

congress
112th
114th

RD

support
emailprivacyact
co-authored

RD

statement
cassandra
mi08

address
stateo heunion
response

RD

RD

)URUX 

+JMK,ORZKX

ϮϬϭϯ

RD

Jing Yang§
/JKG

9KTZOSKTZ

ϮϬϭϰ

.OKXGXIN_6GZNY 

Baining Guo¶
9NU]

obamacare
premiums
brokenpromises

ŝůŐŽƉ

ďŝŶ

E
RD
RD

mar n
luther
king
RD

budget
balances
b erbudget

plan
dishonest
savingmedicare

RD

G

F

ĐƵƚƐ

ĐůĂƐƐ
ŵŝĚĚůĞ

ƌĞĨŽƌŵ

RD

ĚĞĂƚŚ

ƚĂǆ

ďŝůů

ŽƐĂŵĂ
ŐŽƉ
ďƵĚŐĞƚ

RD

ŚŽƵƐĞ

ďƵĚŐĞƚ

ƌĞƉĞĂů ǀĂǁĂ

ŚŽƵƐĞ

ŽďĂŵĂĐĂƌĞ

ǀŽƚĞ

ďŽŽŬĞƌ

ƐƚĂƚĞŵĞŶƚ
ƐƵƉƉŽƌƚ
ƉƌĞƐŝĚĞŶƚ

\KZKXGTYVXKYOJKTZNGVV_\KZKXGTYJG_]OYNOTM
LGSOR_\OJKUHOXZNJG_
UHGSGIGXKOTZNXKK]UXJYNU[YKUHGSGIGXK
GSKXOIGTYXKVKGR\G]GVGYYKJMUV

ƐŽƚƵ

ǀŽƚĞ ĂŵĞƌŝĐĂŶ

ƐŽƚƵ

ĐŽŵƉƌĞŚĞŶƐŝǀĞ
ŽďĂŵĂĐĂƌĞ

ƌĞŶĞǁƵŝ

ĐŽƌǇ

ĂŵĞƌŝĐĂŶƐ

ĐŽŶŐƌĞƐƐ

VG_SOT]USKTY[IIKKJVPTKZ\OIZOSYOXGTIX[`IXK]
YUZ[
H[JMKZZG^VRGTPUHYYVKTJOTM狦PUHYJKHZ
SOJJRKIRGYYLOXYZ

B

ĂĚĚƌĞƐƐ
ŚŽƵƐĞ

ǁŝƐŚŝŶŐ
ďŝƌƚŚĚĂǇ

ŝŵŵŝŐƌĂƟŽŶ

ŝƌĨĂ ǀŽƚĞ

ϯͬϮ

ĐƌƵǌ

ƚŽƉ ƐƵƉƉŽƌƟŶŐ

ŚĂƉƉǇ ǀĞƚĞƌĂŶƐ

ůĂĚĞŶ

ũŽďƐ

tax
prepa on
wallets

ϰũŽďƐ ũŽďƐ

A

ďŝƌƚŚĚĂǇ

.OJK

ϮϬϭϲ

ϮϬϭϱ

ZĞƉƵďůŝĐĂŶƐ
ĞŵŽĐƌĂƚƐ

ŚĂƉƉǇ

ŶĐϮ ƉŽƐƚĞĚ

gop
surrender
colossalfailure

RD
tedcruz4wh
norinos
2a

wakeupamerica
pjnet
cruzcrew

ϮϬϭϮ

Jing Su‡

ĐƌƵǌĐƌĞǁ

live
rush
listen

RD

RD

Tai-Quan Peng†

ϭͬϭͬϮϬϭϲƚŽϯͬϮͬϮϬϭϲ

=UXJY

;YKXY

:]KKZY

2KGJOTM

2KGJOTM

2KGJOTM

D

ŐƵŶƐ

ƚĞĚĐƌƵǌ ƚĞĚ ŶƌĂ
ƉũŶĞƚ ĐƌƵǌĐƌĞǁ ĐƌƵǌ ĐĐǁ
ǀŽƚĞ ϮĂ

ŝƌĂŶ
ƚĐŽƚ
(c) ƚĞĚĐƌƵǌϮϬϭϲ

ΛEz^ĨŽƌdĞĚƌƵǌϰϱ

ΛdĞĚƌƵǌϰt,
ΛEz^ϰƌƵǌ

ƉƌĞƐŝĚĞŶƚ ƉƌĂǇĞƌƐ ƚƌƵŵƉ

2GMMOTM

2GMMOTM
ŐƵŶƐ ƉŝƉĞůŝŶĞ ƚƌƵƐƚĞĚ

:OSK'IZOUTY

C

:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY ZIU
S_UO=狦狢9V+ :X[Y:+* :KJ)X[`8UIQYNZZVY ZIU
?狧/.<,YM7+
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狤狩 狦狤
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY 
ZIU狧03Q/NP:5狫 :X[Y:+* :KJ)X[`8UIQYNZZVY 
ZIUG狥Q<5/-L狫/
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狤狧 狧狨

:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY ZIU
S_UO=狦狢9V+ :X[Y:+* :KJ)X[`8UIQYNZZVY ZIU
2GMMOTM
)69,_;9>Z狪
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狪 狢狣
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY
ZIU
S_UO=狦狢9V+ :X[Y:+* :KJ)X[`8UIQYNZZVY ZIU
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY ZIU
?7IL`*(+狤Y
S_UO=狦狢9V+ :X[Y:+* :KJ)X[`8UIQYNZZVY
ZIU
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狫 狣狦
Z8+G<.LS狩+
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狪 狦狧
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY
ZIU
S_UO=狦狢9V+ :X[Y:+* :KJ)X[`8UIQYNZZVY ZIU
4USUXK(9RKZYLO^'SKXOIG45=\UZK:+*)8;@
?狧/.<,YM7+
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨&:KJ)X[`狦=.
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狩 狦狤
NZZVY ZIUXO狦狣Q狨狥狨8W :X[Y:+*
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狧狢 狥狣
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY
ZIU
S_UO=狦狢9V+ :X[Y:+* :KJ)X[`8UIQYNZZVY ZIU
:+*)8;@U]TKJZNKRGYZJKHGZK'-'/4
Z8+G<.LS狩+
:KJ)X[`狤狢狣狨 :KJ)X[` )X[`)XK]
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狪 狦狧 )X[`:U<OIZUX_
NZZVY ZIUXO狦狣Q狨狥狨8W :X[Y:+*
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狣狤 狧狧
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY
ZIU
S_UO=狦狢9V+ :X[Y:+* :KJ)X[`8UIQYNZZVY ZIU
8:&1G_7[OXQ狣 3:&)N[IQ4KRROY 359:7[GROLOKJ
)69,_;9>Z狪
NZZVY
ZIU]狫狢NG/5LM_ )X[`)XK]
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狪 狢狣 604+:
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狣狥 狣狦
8:&(OYUT5TROTK 3:&9NUUZKXYE=OLK &:KJ)X[`/Y
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY

'3GTUL6XOTIOVRKYGTJ:NGZ
Y=N_.K.GY3_
ZIU狧03Q/NP:5狫
:X[Y:+* :KJ)X[`8UIQYNZZVY
<UZKNZZVY ZIU狣狤@R^/狧G5+
)X[`)XK] 604+: 
ZIU9*WR0S狫狢MI
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狣狪 狣狥
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狤狧 狢狤
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY 
独=K:NK6KUVRK狭GXK\UZOTMLUX:+*)8;@
ZIU狧03Q/NP:5狫 :X[Y:+* :KJ)X[`8UIQYNZZVY 
:KJ)X[`狤狢狣狨 :KJ)X[` )X[`)XK]NZZVY ZIU
ZIUG狥Q<5/-L狫/
S_UO=狦狢9V+ :X[Y:+*
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狧 狧狨
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤 狦狫 狧狥
8:&1G_7[OXQ狣 3:&)N[IQ4KRROY 359:7[GROLOKJ
8:&LOZ`LR_KX狪狥
3:&)NXOYZO)NGZ
NZZVY
ZIU]狫狢NG/5LM_
)X[`)XK] 604+:
=GQK;V'SKXOIG ,8++*53=5819
)X[`)XK]
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狣狥 狣狦
604+: :)5:NZZVY ZIUZZM2*9J-5Q
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狧狦 狤狧
8:&'TTKZZK1UIQG
:KJ)X[`LUX6XKYOJKTZULZNK
;TOZKJ9ZGZKY )X[`)XK] :KJ)X[` 604+:NZZVY 
8:&1G_7[OXQ狣 3:&GTMKRGIGX]ORK 5TJG_UTKGY
ZIU9G4)8狨+T3狩
6XKYOJKTZ :X[Y:KJ 8KHUUZ2OHKXZ_NZZVY
ZIU
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狤 狦狨
,狥`1JJQI狫@ )X[`)XK] 604+:
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狢狦 狧狪
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY

ZIU狧03Q/NP:5狫 :X[Y:+* :KJ)X[`8UIQY
:K^GYRU\KYU[X:+*)8;@
:KJ)X[`&:KJ)X[`
)X[`3_6XKYOJKTZ
:KJ)X[`狤狢狣狨NZZVY
ZIU狧03Q/NP:5狫
:X[Y:+*
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狢狧 狦狤
:KJ)X[`8UIQY
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狣狨 狢狨 :KJ)X[`狦=.
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨
&:KJ)X[`狦=.&9KT:KJ)X[`NZZV ZIUXO狦狣Q狨Q/M狢
:KJ)X[`&:KJ)X[`
:KJ)X[`狤狢狣狨 :KJ)X[`狦=.
狤' )X[`)XK]
&:KJ)X[`狦=.&9KT:KJ)X[`NZZV
ZIUXO狦狣Q狨Q/M狢
&:KJ)X[`狦=.狢狪狢狧狤狢狣狧狢狤 狥狥 狢狧
狤' )X[`)XK]NZZVY ZIU\'U@Q/狧狨-'
&:KJ)X[`狦=.狢狪狢狦狤狢狣狧狤狤
狥狦 狦狧
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY

ZIU狧03Q/NP:5狫 :X[Y:+* :KJ)X[`8UIQYNZZVY 
:+*)8;@OYZNK542?IGTJOJGZK/
\KK\KXZX[YZKJ
ZIU9*WR0S狫狢MI
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY
ZIU
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狧 狢狤
XO狦狣Q狨狥狨8W 狤' )X[`)XK] :X[Y:+*
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狦狢 狣狧 5TJG_UTKGY
8:&1G_7[OXQ狣
3:&GTMKRGIGX]ORK
6XKYOJKTZ :X[Y:KJ 8KHUUZ2OHKXZ_NZZVY ZIU
:KJ)X[`&:KJ)X[`
:KJ)X[`狤狢狣狨NZZVY

,狥`1JJQI狫@
)X[`)XK]
604+:
ZIU狧03Q/NP:5狫 :X[Y:+* :KJ)X[`8UIQYNZZVY

&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狢狦 狧狪
ZIU@ITX88?GQ狣
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狤狧 狥狢
独=K:NK6KUVRK狭GXK\UZOTMLUX:+*)8;@
:KJ)X[`狤狢狣狨 :KJ)X[` )X[`)XK]NZZVY ZIU
3:&2=ORYUT*GXRKTK
 :KJ)X[`JKLKTJKJZNKXOMNZY
S_UO=狦狢9V+
:X[Y:+*
UL狥SORROUT\KZKXGTYGTJNKJKRO\KXKJ
ZIUZNZZVY 
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狦狫 狧狥
ZIU'U-467]^M7 )X[`)XK] 604+:
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狥狢 狥狪 :KJ)X[`狦=.
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨
&:KJ)X[`狦=.&9KT:KJ)X[`NZZVY ZIU
?KVVKXY/ SG)8;@
TTTTTTT
:KJ)X[`&:KJ)X[`
XO狦狣Q狨狥狨8W
狤' )X[`)XK]
:X[Y:+*
:KJ)X[`狤狢狣狨NZZVY
ZIU狧03Q/NP:5狫
:X[Y:+*
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狣狥 狥狪
:KJ)X[`8UIQY
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狥 狦狥
8:&'TTKZZK1UIQG
:KJ)X[`LUX6XKYOJKTZULZNK
;TOZKJ9ZGZKY )X[`)XK] :KJ)X[` 604+:NZZVY 
:KJ)X[`&:KJ)X[`
:KJ)X[`狤狢狣狨NZZVY

ZIU狥1PX2S9@狫9
ZIU狧03Q/NP:5狫 :X[Y:+* :KJ)X[`8UIQY
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狣狫 狧狣
)X[`3_6XKYOJKTZ
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狢狧 狦狤
:+*)8;@OYZNK542?IGTJOJGZK/
\KK\KXZX[YZKJ
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY ZIU
/L:X[SVX[TY/TJKVKTJKTZZNK-56]ORRRUYKZU
XO狦狣Q狨狥狨8W
狤' )X[`)XK] :X[Y:+*
NORRGX_YU\UZK:+*)8;@ :KJ)X[`&:KJ)X[`
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狦狢 狣狧
:KJ)X[`狤狢狣狨NZZVY ZIUXO狦狣Q狨狥狨8W :X[Y:+*
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狣
狧狪
?KVVKXY/ SG)8;@ TTTTTTT 狤狧
:KJ)X[`&:KJ)X[`
:KJ)X[`狤狢狣狨NZZVY ZIU狧03Q/NP:5狫 :X[Y:+*
3:&)N[IQ4KRROY
:KJ)X[`8UIQY :NKGTZO =GYNOTMZUT)GXZKR:NK
8KGR*KGRNZZVY ZIU`@狦I狤@狨W8Q
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狥 狦狥 )X[`)XK]
604+:
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狧狤 狦狨
:KJ)X[`&:KJ)X[` :KJ)X[`狤狢狣狨NZZVY

ZIU狧03Q/NP:5狫 :X[Y:+* :KJ)X[`8UIQYNZZVY 
3:&:KXO-8OMNZ  :KJ)X[`OYU[X
ZIU@ITX88?GQ狣
9ZUV)USSUT)UXK)NGSVOUTNZZVY
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥
狤狧 狥狢 ZIU
]T;`]`)KLI )X[`)XK] 604+:
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狤
狧狪 狣狩
8:&(OYUT5TROTK
3:&)NXOYZO)NGZ
=GQK;V'SKXOIG ;TOZKLUXU[XHKRU\KJ'SKXOIG
:)5: )X[`)XK] 604+:NZZVY ZIU狤HJ0[狤L,R狫
&:KJ)X[`狦=.狣狤狢狣狤狢狣狧狢狥 狤狦 狣狤

:OSK'IZOUT狣
狣狣狤狢狣狢ZU狣狣狤狢狣狣H_SUTZN

H

:OSK'IZOUT狤
狣狣狤狢狣狢ZU狣狣狤狢狣狥H_SUTZN
:OSK'IZOUT狥
狣狣狤狢狣狨ZU狥狤狤狢狣狨H_SUTZN

Figure 1: Top-level idea clusters and theĚĞĂů
corresponding
of the Congress
ΛEz^ϰƌƵǌ data: (a) an overview of ideas; (b) lead-lag relationships over time;
ǀŽƚĞ
ŶƌĂ ƚĞĚĐƌƵǌϮϬϭϲflows
(c) information panel.
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A BSTRACT
Tracking how correlated ideas flow within and across multiple social groups facilitates the understanding of the transfer of information, opinions, and thoughts on social media. In this paper, we
present IdeaFlow, a visual analytics system for analyzing the leadlag changes within and across pre-defined social groups regarding
a specific set of correlated ideas, each of which is described by a
set of words. To model idea flows accurately, we develop a randomwalk-based correlation model and integrate it with Bayesian conditional cointegration and a tensor-based technique. To convey
complex lead-lag relationships over time, IdeaFlow combines the
strengths of a bubble tree, a flow map, and a timeline. In particular,
we develop a Voronoi-treemap-based bubble tree to help users get
an overview of a set of ideas quickly. A correlated-clustering-based
layout algorithm is used to simultaneously generate multiple flow
maps with less ambiguity. We also introduce a focus+context timeline to explore huge amounts of temporal data at different levels of
time granularity. Quantitative evaluation and case studies demonstrate the accuracy and effectiveness of IdeaFlow.
Keywords: Idea flow, lead-lag, focus+context, correlated clustering,

flow map.

1

I NTRODUCTION

According to Webster’s dictionary, an idea is “a formulated thought
or opinion.” Currently, we are faced with a highly complex information environment as social media has engaged the general public in
the production and exchange process of various ideas. These ideas,
each of which can be characterized by a set of words, have demonstrated different life-cycle patterns on social media. Some ideas are
very enduring and energetic, and can flow within and across multiple social groups over a long period of time, while other ideas are
quite ephemeral and stagnant, and can only stay within a specific
group of users for a limited period of time. Tracking the way ideas
flow on social media is of theoretical and practical significance for
social scientists, policy-makers, and business managers, because
it can enrich our knowledge about the emergence and evolution of
a social idea, advance our understanding of the convergence and
divergence of multiple social ideas, and sharpen our insights into
the roles of various social groups in the idea flow process.
For example, public health researchers often analyze emerging
health threats like Ebola and aim to develop an efficient and
effective action plan to tackle such threats. By analyzing the
lead-lag relationships between a set of correlated ideas mined
from the Ebola dataset, they can identify the most influential
social groups and make suggestions to the government. The
lead-lag relationships refer to instances where an idea discussed by
individuals in group A (lead) is followed by those in group B (lags).
Correlation is a statistical technique that shows whether and how
strongly pairs of variables are related [52]. In our work, two ideas
are correlated if they frequently propagate information concerning
each other (measured by meta-data such as re-tweets), have
similar content, and/or exhibit similar temporal changes in terms
of given quantitative values such as word frequency. Compared
with topics, ideas are more correlated with each other. Another
example is to disclose the leadership and impact of different groups
of individuals on multiple social issues. The idea flows among
such individuals can reveal the lead and lag relationships between
political parties on a set of correlated ideas. Better understanding
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such flow information can facilitate both parties’ timely responses
to rival voices and help shape their political campaigns. Driven by
these applications, there is an increasing demand in scholarly and
practical research to track such idea flows, especially the lead-lag
relationships, within and across groups.
Tracking idea flows from the huge amount of data collected on
social media is technically demanding. There are two major challenges that we need to address. One is to model ideas and track
their lead-lag relationships over time. Existing methods either employ word-based tweet content [21] or cointegration between word
time series [53] to model idea flows. Generally, the model accuracy is unsatisfactory. Moreover, in real-world applications, it is desirable to track the lead-lag changes across multiple social groups
regarding a specific set of correlated ideas. Due to the lack of a
consistent method to jointly estimate lead-lag relationships from
multiple social groups, the existing methods either track correlated
idea flows between two groups [53] or model lead-lag relationships
among multiple groups on a specific idea instead of a set of correlated ideas [21]. The second challenge is to design an intuitive visualization to illustrate idea flows across a long time span. The idea
flow model often produces hundreds of ideas and thousands of leadlag relationships. Trying to display all of them at once will cause
visual clutter and ambiguity. Furthermore, a dataset may contain
thousands of time points. As such, an easy-to-understand metaphor
is necessary to efficiently and effectively represent the idea flow
over a long timeframe, which allows experts to focus on a selected
time period of interest while keeping others in context.
We have developed a visual analytics system, IdeaFlow, to tackle
these challenges. To model idea flows accurately, we have developed a random-walk-based correlation model and integrated it
with Bayesian conditional cointegration [5] and a tensor-based
technique [18]. Specifically, we first calculate correlations between word time series by using Bayesian conditional cointegration. The correlations between word time series are then fed into
the random-walk-based correlation model, which combines correlations between word time series, the tweet content, and meta-data
(e.g., re-tweets) to generate more accurate temporal correlations of
words. Next, we use tensor decomposition to cluster the words into
ideas and aggregate the temporal correlations between words into
lead-lag relationships. To effectively convey complex lead-lag relationships, we have developed a visualization that combines the
strengths of a Voronoi-treemap-based bubble tree, a flow map, and a
timeline. In particular, we have developed a Voronoi-treemap-based
bubble tree to help users quickly get an overview of a set of ideas.
A correlated-clustering-based layout algorithm is used to simultaneously generate multiple flow maps with less ambiguity. We have
also introduced a focus+context timeline to explore huge amounts
of temporal data at different levels of time granularity. Based on
the three visualizations, IdeaFlow offers multiple coordinated visualizations facilitated by interactive explorations.
The major contributions of this work are:
• A visual analytics system that helps experts understand and
analyze the lead-lag changes within and across social groups
regarding a specific set of correlated ideas.
• A correlation model that substantially improves model accuracy by taking into account the tweet content, meta-data, and
the cointegration between word time series.
• A coordinated visualization that combines the strengths of
a correlated-clustering-based flow map, a focus+context timeline, and a Voronoi-treemap-based bubble tree to convey leadlag at different levels of granularity and with less ambiguity.
2

R ELATED W ORK

2.1 Mining Lead-lag Relationships
Our idea flow tracking algorithm is related to lead-lag analysis. Current literature on lead-lag analysis can be classified into two cate-

gories: global lead-lag analysis that models lead-lag relationships
across all time points and local lead-lag analysis that models leadlag relationships at each time point. Global lead-lag analysis methods [19, 48] have achieved a certain amount of success in identifying leading (or most influential) corpora and documents. However,
they are not able to detect local lead-lag changes over time.
Recently, some local lead-lag analysis methods have been developed. For example, TextPioneer [21] learns local lead-lag relationships among multiple corpora by calculating the content correlation
at different time points. More specifically, corpus A is considered
to be the local lead at time point t if its content at t is more similar to the future rather than the past content of corpus B. However,
this method only detects the lead-lag changes of the same topic.
Zhong et al. [53] modeled local lead-lag relationships of a set of
correlated ideas by detecting the cointegration between word time
series. Specifically, they represented each word by a time series
that encodes its frequency change over time. Two word time series
are considered to be cointegrated (or correlated) in a time period if
they have a stationary linear combination during that period. However, this method limits the learning of the lead-lag relationships to
only two groups. Compared with this method, our model is able
to detect local lead-lag changes within or across multiple groups
on a set of correlated ideas. Our method substantially improves
the model accuracy by developing a random-walk-based correlation
model in which the content, meta-data (e.g., follower-followee relationships), and correlations between word time series are taken into
account. Furthermore, we have developed a visual analytics system that empowers users to better analyze and understand lead-lag
changes within and across multiple groups.
2.2 Visual Analysis of Topic Influence
The problem of visually tracking and analyzing topic evolution
in large text corpora has received considerable attention in recent
years [22, 27, 38]. For example, TIARA [26, 35] and Visual
Backchannel [11] visually depict how topics or text clusters evolve
over time using a river metaphor. HierarchicalTopics [14] extracts
hierarchical structures of topics using Bayesian rose trees [23, 37]
and visually tracks their temporal changes in a hierarchical ThemeRiver visualization. ParallelTopics [12] integrates an LDA topicmodeling algorithm with a parallel coordinate metaphor to represent document topic distributions and their temporal evolution.
The evolving topics may be correlated with other topics
over time by a variety of relationships. The most interesting
relationships are topic popularity [13, 28], topic competition and
collation [39, 50], and topic merging and splitting [8, 9, 15, 25]. For
example, EventRiver [28] and Leadline [13] visually depict the
temporal popularity of document clusters (known as events) in a
text corpus. Some recent research focuses on visually analyzing the
competition relationships among topics [50], as well as the coopetition [39] of topics as their influence on public attention. They were
visually conveyed in time-based flow visualizations. TextFlow [8]
was developed to visually convey topic splitting/merging patterns
over time using a flow metaphor. Later, this work was extended to
analyze the complex splitting and merging patterns of hierarchical
topics [9] and text streams [25]. Storyline visualization [24, 41, 42]
was developed to depict dynamic social interactions in a story or
an event, over time. Recently, ThemeDelta [15] was developed to
identify significant topic shifts by analyzing how trend keywords
converge into topics and diverge into different topics. SocialHelix [7] used DNA helices to visually convey sentiment trends (e.g.,
divergences and co-occurrences) of online communities. However,
these approaches cannot be directly applied to analyze idea flows
across multiple groups, as they do not explicitly model the lead-lag
relationships on topics. Furthermore, the visualizations employed
by these approaches are not favorably situated for comparing
multiple idea flows over a large number of time points. Compared

with these approaches, our work focuses on modeling ideas and
identifying their lead-lag relationships within/across multiple
social groups. We also improve the scalability and flexibility of
the exploration by integrating the strengths of a Voronoi-treemapbased bubble tree, a correlated-clustering-based flow map, and a
focus+context timeline.
The approach closest to IdeaFlow is TextPioneer [21], which explores the lead-lag relationships among multiple text corpora on
hierarchical topics. The differences between our work and TextPioneer are as follows. First, TextPioneer examines lead-lag with
regards to one specific topic (e.g., an economy-related topic) across
groups, while our system identifies lead-lag relationships between
a set of different but correlated ideas (e.g., a healthcare-related idea
and a medical-insurance-related idea) within and across groups.
Second, TextPioneer only employs word-based content to model
the lead-lag relationships and the model accuracy is not satisfactory.
Compared with this method, we have developed a correlation model
that combines correlations between word time series, the tweet content, and meta-data to generate a more accurate temporal correlation
of words. The evaluation in Sec. 6 demonstrates that the model accuracy is significantly improved. Furthermore, we have developed
a coordinated visualization that combines a correlated-clusteringbased flow map, a focus+context timeline, and a Voronoi-treemapbased bubble tree to illustrate the lead-lag relationships at different
levels of granularity.
3

D ESIGN

OF I DEA F LOW

Following the nested model described in [30], IdeaFlow was designed through an iterative process with three phases. In the first
phase, two domain experts, a professor in media and communications (P1) and a professor in public health (P2), were interviewed regarding their research related to social media. The interviews lasted
about one hour each. During the interviews, we learned about the
analysis questions, analytic process, and major challenges of concern to the experts. Based on this information, we extracted a set of
requirements for IdeaFlow. In the second phase, a prototype based
on the requirements was designed, developed, and refined through a
set of interviews with the experts. This iterative process took about
six months. Alternative designs (such as edge bundling for visualizing the lead-lag relationships) and individual components of the
prototype were evaluated by the experts. In the third phase, preliminary case studies were conducted by the visualization experts
and presented to the domain experts as a demo. After watching
the demo, the domain experts explored their own datasets with the
visualization experts using the prototype (P1 spent two hours and
P2 spent one hour). Afterwards, the domain experts evaluated the
advantages and disadvantages of the system as a whole.
3.1 Analytical Process and Challenges
Analysis questions. P1 and P2 studied political communications
and health threats, respectively. In the first phase interview, P1
talked about how he studied the discussions and debates among
U.S. congress members, while P2 focused her study on the Ebola
outbreak. Both experts claimed that their studies were driven by investigating social issues and their interactions based on who, what,
and when, which was referred to by P1 as exploring the Lasswellian
questions in communication research [44]. Detailed analysis questions are listed along with the extracted requirements in Section 3.2.
Analytical process and challenges. In their studies, both experts
need to extract relevant social issues from the unstructured Twitter
data and examine how multiple social issues would interact with
one another on Twitter and how such interactions would evolve
over time. Moreover, they are interested in identifying influential
users and institutions that would initiate the discussion and drive
the changes in the discussion of an issue. To implement these tasks
in their current practice, the experts use keyword searches to extract

relevant tweets, manually code a large number of tweets, and summarize the social issues and track the interactions among relevant
issues. This process involves a large amount of human effort and
important information may be missed in this labor-intensive manual process. The experts agreed that there was a direct mapping
between a “social issue” and an “idea” in our approach and that the
lead-lag relationships within and across social groups reflect the interactions and influence of social issues.
3.2 Design Requirements
By abstracting the insights derived from the interview, we distilled
the following requirements for the visual analytics system.
R1. Generating an overview of ideas. The experts said they often started their analysis by turning the unstructured raw data into a
structured, meaningful overview. The overview consists of descriptions of a set of ideas and their global lead-lag relationships. In
particular, the experts identified the following needs:
R1.1. Summarizing ideas and discovering their global lead-lag relationships. In particular, the system should automatically extract

meaningful ideas and global lead-lag relationships and present the
information to the experts in a manageable manner. This requirement was derived from the analysis questions of the experts such
as: “How many categories of ideas are there in the data? What
is their major focus? Which social groups take the lead in these
ideas? What are the overall patterns of lead-lag relationships?”
The answers to these types of questions enable experts to gain a
comprehensive understanding of the dataset and quickly identify
ideas and lead-lag relationships of interest.
R1.2. Examining ideas at different levels of granularity. The experts said in their current practice, it is a natural process to aggregate and disaggregate the ideas. P1 said it is of limited theoretical significance if the system focused on the aggregated ideas (e.g.,
economy) only. Instead, they were more interested in some concrete sub-ideas (e.g., healthcare, medical insurance) underlying an
abstract idea. However, when they analyzed the data, they preferred
to start with aggregated ideas first and then decompose high-level
patterns to low-level patterns.
R2. Exploring idea flows. Developing a comprehensive understanding of interactions between ideas is among the major concerns
of the experts’ studies. Accordingly, the following requirements are
proposed for exploring correlated ideas and their interactions:
R2.1. Tracking local lead-lag relationships within/across groups
on a set of correlated ideas. Correlated ideas would interact with

each other, which can enhance social influence of specific social
groups on some ideas [31]. During their research, the experts often
study analysis questions such as: “Which social groups took the
lead during different time periods such as the weekend / weekdays
/ voting period / flaring up period? Did the lead-lag relationships
change during different phases of an election (or Ebola outbreak)
or did they remain stable? ”
R2.2. Exploring and comparing idea flows at different levels of
detail (time, social group). First, tracking and comparing local lead-

lag relationships over time addresses the aspect of “when” in the
Lasswellian questions, allowing the experts to identify global trends
of idea flows and interesting lead or lag relationships (e.g., a lead
relationship with high importance). After multiple interesting lead
or lag relationships are detected, experts often need to decompose
and compare them at finer granularity (e.g., by week or by day).
Second, in many applications, social groups are naturally organized in a hierarchy. Accordingly, the experts need to compare idea
flows at different levels of the group hierarchy. For example, professor P1 said, “In my current research, I need to compare ideas
between Democrats and Republicans. Within each party, I am also
curious about the flow behaviors between House Representatives
and Senators.”
R2.3. Identifying influential social groups. Identifying influential
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3.3 System Overview
Based on the aforementioned requirements, we have developed
IdeaFlow, which consists of three modules: a lead-lag analyzer, a
hierarchy builder, and lead-lag visualization (Fig. 2). Given a set of
tweets and the corresponding meta-data, the lead-lag analyzer models ideas and their lead-lag relationships within/across social groups.
To enable users to examine the ideas and their lead-lag relationships
at different levels of granularity, the hierarchy builder constructs
hierarchies for ideas, social groups and time. The analysis results
and the hierarchies are then passed to the lead-lag visualization
module, which contains three major visual components. A bubble
tree is designed to display the overall idea structure (R1.1, R1.2).
A correlated-clustering-based flow map visualization is developed
to depict the correlated ideas and their lead-lag relationships within
and across groups over time (R2.1, R2.3). It is coupled with a
multi-focus timeline to enable a flexible exploration of the time
dimension (R2.2). The system also provides several interactions
for exploring and comparing detailed information (R3.1, R3.2).
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within the same group. As a result, the key is to learn the leadlag relationships between ideas. Since each idea is described by a
set of words, lead-lag relationships between ideas can be derived
by aggregating the temporal correlations between words. Based on
this observation, we develop an idea flow tracking algorithm that
consists of the following steps.
• Augmented word graph construction. In this step, we build
an augmented word graph by extracting temporal correlations
between words. As shown in Fig. 3(a), each vertex in the
graph represents a word from a specific group. Compared
with a traditional graph, the edge in the augmented graph encodes the temporal correlations between two words, which is
represented by a correlation vector c = [c1 , ..., cT ] and a leadlag vector ∆t = [∆t1 , ..., ∆tT ].
• Identification of ideas and their flows. In this step, ideas are
derived by partitioning the augmented word graph (Fig. 3(b)).
Then we aggregate the temporal correlations between words
into lead-lag relationships between ideas.
4.2 Augmented Word Graph Construction
Given N social groups and M words, each word from a specific social group is regarded as a vertex vmn (1 ≤ n ≤ N, 1 ≤ m ≤ M ) in the
augmented graph. Accordingly, the goal of augmented word graph
construction is to derive accurate temporal correlations between
two vertices. As shown in Fig. 3, the temporal correlations consist of a correlation vector c = [c1 , ..., cT ] and a lead-lag vector ∆t =
[∆t1 , ..., ∆tT ]. Here, T is the number of time points, ck denotes the
correlations between the vertices at the kth time point, and ∆tk represents the lead-lag time between the vertices at the kth time point.
The key challenge is to accurately calculate the temporal correlations between words. To this end, we have developed a randomwalk-based correlation model that takes into account tweet count,
meta-data, and stationary behavior between word time series.
Our model is inspired by a three-level mutual reinforcement
model [20] used in information retrieval. As shown in Fig. 4, the
correlation model consists of three graphs (i.e., user graph, tweet
graph, and word graph) and the links between the graphs. The
user graph, tweet graph, and word graph are built based on the
follower-followee relationships, retweets, and cointegration [5] between word time series, respectively. The links between the graphs
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In this section, we introduce our algorithm to detect ideas and track
their flows within and across multiple social groups.
4.1 Basic Idea
To model idea flows within and across multiple groups, we need to
derive lead-lag relationships between ideas from multiple groups.
In Fig. 3(b), solid lines represent lead-lag relationships across different groups, while dashed lines represent lead-lag relationships
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Figure 2: System overview.

user groups in the flow of different ideas is very significant in both
experts’ research. It allows them to study the social impact and
communication strategy of the user groups. Typical analysis questions studied by the experts are: “Which social groups took the lead
during this time period regarding a specific idea? Overall, which
social groups are most influential?”
R3. Exploring details. When describing their analytic process,
both experts emphasized the importance of accessing and exploring
source data in full detail. Such a detailed examination is important
for pattern exploration and hypothesis development and testing. Accordingly, the system should support:
R3.1. Exploring the key content. To understand an idea or a leadlag relationship, it is critical to access the key content, including
the tweets and keywords to depict the idea or the lead/lag behavior.
This requirement was derived from analysis questions such as: “Are
there any tweets that can indicate the lead-lag relationships? Which
keywords are associated with the lead-lag change?”
R3.2. Identifying the key users and understanding their roles. The
experts also said identifying the key users who drove the evolution
of lead-lag relationships is one of their most important tasks, as it
can allow policymakers and industrial practitioners (e.g., PR professionals) to take appropriate action at niche time points to control
or expedite the evolution. Typical analysis questions are: “Who are
the key players in this idea? Who played the key role in this lead-lag
relationship?”
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Figure 3: Basic idea of the idea flow tracking algorithm: (a) augmented word graph; (b) lead-lag relationships between ideas.
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are generated based on the tweet content and authorship. Specifically, we link each user to the tweets s/he posted and the words
s/he mentioned (authorship). Each tweet is also linked to the words
it contains (tweet content). At each time k, we build a correlation
model based on the tweets posted during [k, k + τ ]. Here τ is the
maximum allowable lead-lag time.
Next, we introduce how to derive ck and ∆tk based on the correlation model. Suppose we need to calculate ck and ∆tk between v1A and
v1B . If v1A and v1B are correlated at the kth time point, a short random
walk that starts from v1A should reach v1B frequently [34]. Based on
this idea, our method is divided into three steps.
First, we perform a series of random walks on v1A . A random
walk is a path that consists of a succession of random steps. In each
step, a random walk may stop at a probability of ps or move to a
neighboring item (i.e., a user, a word, or a tweet) with a probability
proportional to the edge weight. For example, in Fig. 4, a possible
random walk is {v1A → dA2 → dB1 → v1B }.
Second, we filter invalid random walks. Not all random walks
are valid in our application. For example, if dA2 is posted after dB1 ,
the information of dA2 cannot flow to dB1 . In this case, {v1A → dA2 →
dB1 → v1B } is invalid. Formally, we say a random walk l is valid if
and only if t(d (l1 ) ) ≤ t(d (l2 ) ) ≤ ... ≤ t(d (lQ ) ). Here Q is the number of
tweets in l , d (lq ) (1 ≤ q ≤ Q) is the qth tweet in l , and t(d (lq ) ) denotes
the time when d (lq ) was posted.
Third, we calculate ck and ∆tk based on the valid random walks.
Specifically, ck is the empirical probability that a valid random walk
starting from v1A visits v1B :
ck = |L(v1A → v1B )|/|L(v1A )|,
(1)
1
where L(vA ) is the set of valid random walks that start from v1A ,
L(v1A → v1B ) is the set of valid random walks that start from v1A and
reach v1B , and | · | denotes the cardinality of a set.

We then calculate ∆tk by averaging the lead-lag time inferred
from valid random walks:
h
i
∆tk =

(l )
∑l∈L(v1 →v1 ) t(d Q′ ) − t(d (l1 ) )
A

B

|L(v1A → v1B )|

,

(2)

where d (lQ′ ) is the last tweet before v1B in random walk l and d (l1 ) is
the first tweet in random walk l .
4.3 Identification of Ideas and Their Flows
The major challenge in identifying ideas and their flows is to effectively partition the augmented word graph. Traditional graph partition methods cannot be directly applied to an augmented graph,
since each edge in the augmented graph is represented by two vectors instead of a real number. To tackle this issue, we use a tensor
to model lead-lag within and across multiple groups jointly.
As shown in Fig. 3(a), the augmented word graph consists
of words from multiple social groups and temporal correlations,
as represented by two vectors. In order to encode this multidimensional data into a consistent model, we first extend the 4-order
tensor representation in [53] to a 6-order tensor representation X ∈
RN×M×N×M×T ×(τ +1) . In this representation, the first four dimensions
encode the two vertices of an edge, the 5th dimension encodes time,
and the 6th dimension encodes the lead-lag time. Specifically, we
set X nmn′ m′ kh to ck if, at the kth time point, the lead-lag time between
′
vertices vmn and vmn′ satisfies ∆tk = h. Otherwise, we set X nmn′ m′ kh to 0.

Then we employ a tensor decomposition technique called greedy
PARAFAC [18] to derive a feature vector for each word.
Finally, we leverage non-negative matrix factorization [51] to detect word clusters based on the feature vectors. Each word cluster is an idea. The correlation between two ideas is calculated by
summing up correlations between words: c = ∑ c . The lead-lag
time between two ideas at the kth time point is calculated by the
weighted average of lead-lag time between words at the kth time
point: ∆tk = ∑(ck ∆tk )/ ∑ ck .
5

V ISUALIZATION

According to the requirements discussed in Sec. 3.2, we have developed a visualization that combines the strengths of a Voronoitreemap-based bubble tree, a flow map, and a timeline.
5.1 Idea View
To summarize a large number of ideas (R1.1) and facilitate their
exploration at multiple levels of granularity (R1.2), we organize the
ideas into a hierarchy by using the Bayesian Rose Tree model [37].
For each idea (or idea cluster) in the hierarchy, we extract its global
lead-lag relationships (R1.2). Next, we introduce the visualization
techniques developed to illustrate the global lead-lag relationships
and idea hierarchy.
Global lead-lag as glyph.
obamacare
Based on the requirements
hb
premiums
gleaned from the interview,
RD
brokenpromises
we represent each idea
Figure 5: Global lead-lag glyph.
as meaningful keywords
to summarize the core
content. Accordingly, the global lead-lag relationships should be
placed close to the keywords to facilitate efficient correlation [47].
Inspired by the word-sized sparkline visualization [4], we utilize
a word-sized glyph to coherently represent idea keywords and
associated global lead-lag relationships. Our design is shown in
Fig. 5.
In this design, each social group is represented by a
word-sized bar chart. The height of the colored bar encodes the
proportion of time led by the corresponding social group on the
specific idea. Specifically, the height of the colored bar is hb Tl /T ,
where hb is the total bar height (Fig. 5), Tl is the number of time
points led by the social group on the specific idea, and T is the total
number of time points in the dataset.
Idea hierarchy as Voronoi-treemap-based bubble tree. The
experts were interested in both idea clusters (R1.2) and significant
ideas in the clusters (R1.1). Thus we extract representative
ideas for each cluster and display their keywords and global
lead-lag relationships along with the high-level clusters. The top
keywords of each idea cluster are displayed at the bottom of the
idea view (Fig. 1(a)). The representative ideas are selected by
using topic ranking techniques developed in TIARA [26]. In
order to summarize the idea clusters with a substantial number of
representative ideas, a space-efficient representation of the idea
hierarchy is desirable. A straightforward choice is a space-filling
visualization such as Voronoi treemap [3]. However, directly
applying the Voronoi treemap would result in difficulties in the
global lead-lag glyph layout, since the shapes of the nodes in the
Voronoi treemap are often irregular. Moreover, the boundaries of
clusters in the Voronoi treemap are not very smooth, which hinders
the readability of the clusters [36]. To solve these problems, we
combined the Voronoi treemap with EulerSmooth [36] to generate
a space-efficient bubble tree as shown in Fig. 1(a).
Layout. To layout the bubble tree, we first use Voronoi treemap to
generate a compact layout of the representative ideas and the idea
clusters at the user-selected granularity. Then we refine the layout
by using EulerSmooth. EulerSmooth is a force-directed method for
boundary improvement of Euler diagrams. We chose EulerSmooth
because it is able to 1) ensure ideas (represented by keywords and
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Figure 6: Correlated-clustering-based flow map layout: (a) local lead-lag relationships formulated as a DAG; (b) DAG after applying ambiguityaware filtering; (c) flow maps generated by clustering target nodes of different source nodes independently; (d) flow maps generated by using
correlated clustering; (e) final flow map visualization after smoothing.

global lead-lag glyphs) do not overlap with each other; 2) generate
smoothed, aesthetically pleasing boundaries for idea clusters; and
3) ensure ideas remain inside the boundaries of their idea clusters
during the refinement. After the refinement, we place the global
lead-lag glyphs of idea clusters beside the smoothed boundaries,
and refine the layout again by using EulerSmooth.
Interaction. The bubble tree empowers users to examine the ideas
at multiple levels of granularity (R1.2). A user can select an idea
cluster to zoom in or click the zoom out button (Fig. 1E) to return to
high-level views. Staged animation [2] is used to preserve a user’s
mental map during the zoom process. We also employ a polygonclipping algorithm [45] to better show how idea clusters split into
sub-clusters or how sub-clusters merge during the animation.
5.2 Flow View
Fig. 1(b) shows a flow map view that combines several visualizations to address the exploration requirements of the domain experts
(Sec. 3.2). Specifically, we encode multi-level user groups as a
stripe tree (R2.2, R2.3) and local lead-lag as flow maps [6] (R2.1).
The flow map is coordinated with a focus+context timeline, which
enables multi-resolution exploration of time (R2.2).
Multi-level social group as stripe tree. Fig. 1(b) shows a stripe
tree, which consists of a stacked tree [49] and user group stripes.
Each node in the stacked tree represents a social group. For each
leaf node in the stacked tree, we display its activeness over time
by using a stripe. The activeness is defined as the total number of
tweets posted by the users in this group at the specific time point.
In our first implementation, we place social group names (e.g.,
“Republicans”) on the left side of the stripes. When we presented
this implementation to P1, he felt it was difficult to recognize social
group names when he observed idea flows. He said he had to move
his eyes back and forth to check for social group names when he
tried to understand the idea flows. Even worse, he might confuse
the group names with the content keywords on each stripe. Following his suggestion, we implemented a watermark design (Fig. 1G)
and showed both implementations to 12 potential users. Nine of
them preferred the watermark design and all of them agreed that the
watermark does not influence their exploration of the idea flows because of enough contrast between the white watermark and the keywords. Thus we adopted the watermark design in our final system.
Interaction. The stacked tree enables users to explore social groups
at multiple levels of granularity (R2.2). Users can click a leaf node
of the stacked tree to zoom into lower level social groups or click an
intermediate node to zoom out. We use staged animation to smooth
the zoom in/out transition and preserve users’ mental maps.
Local lead-lag as flow map. Mathematically, local lead-lag relationships between ideas can be formulated as a Directed Acyclic
Graph (DAG). As shown in Fig. 6(a), each node in the DAG represents an idea from a social group at a specific time. The nodes
are vertically ordered and placed by using an algorithm developed
by Xu et al. [50]. The color of the node represents the idea cluster it belongs to. Two ideas are connected by a directed edge if one
leads the other. In this way, the DAG encodes within group lead-lag

−
→

−
→

(e.g., edge AB), across group lead-lag (e.g., AC), and lead-lag time.
−
→
Each edge is assigned a weight (e.g., c̄k on edge AB) that encodes
the correlation between corresponding ideas from multiple groups.
A straightforward way to visualize the DAG is to use Sankey
diagrams [33], a widely-used method for visualizing weighted information flow. However, Sankey diagrams may cause visual clutter
when they are used to display flows between many categories [49].
Another option is to use edge bundling [16] to merge the flows and
reduce clutter. However, edge bundling may cause many crossings
and thus introduce unnecessary visual clutter [6]. To solve the
problem, we use flow maps since they can effectively reduce visual
clutter by merging edges quickly and smoothly [6, 10].
Layout. Flow maps are designed to analyze the movement of
objects from one source location to multiple target locations [32].
Each flow map contains one source node and multiple target nodes.
Since there are many source nodes (i.e., nodes with outgoing
edges) in the DAG, we need to layout many flow maps, which
may result in visual clutter and ambiguity. To effectively layout
multiple flow maps simultaneously and avoid ambiguity, we have
developed a correlated-clustering-based flow map layout algorithm
that consists of the following steps.
The first step is ambiguity-aware filtering. In this step, we
reduce ambiguity of the DAG by filtering the less important
edges. Importance is measured by the edge weight c̄k . To measure
ambiguity, we employ four metrics proposed in AmbiguityVis [46],
namely node occlusion (gok ), edge crossing (gck ), edge crossing angle
(gak ), and node-edge occlusion (gnk ). For each edge, we use the four
metrics to calculate gk , which is the amount of ambiguity caused
by this edge. Specifically, gk is defined as µo gok + µc gck + µa gak + µn gnk ,
where µo , µc , µa , and µn are parameters that balance the four
ambiguity metrics. In IdeaFlow, we set µo = µc = µn = 1 and
We filter the kth edge if c̄k ≤ γ gk . Here c̄k is the
µa = 0.01.
weight of the edge and γ is a user-provided parameter that balances
ambiguity and the amount of information provided. The default
value of γ is set to 0.02, which we find generates acceptable layout
results in many cases. We also allow users to adjust γ based on
their information needs by using a slider (Fig. 1J). Fig. 6(b) shows
the DAG after applying ambiguity-aware filtering.
The second step is correlated clustering. In this step, we
calculate the join nodes of the flow maps. Join nodes are nodes
where the edges merge (Fig. 6(c)). A state-of-the-art algorithm [6]
calculates join nodes by clustering the target nodes (e.g., Fig. 6C)
into a spiral tree. When there are multiple source nodes, this
algorithm clusters target nodes of each source node independently.
As shown in Fig. 6(c), while this algorithm does reduce the visual
clutter of the DAG, it may fail to merge adjacent edges of different
source nodes, causing unnecessary visual clutter. To solve this
problem, we use correlated clustering [17] to simultaneously build
multiple spiral trees. As shown in Fig. 6(d), our algorithm is able
to detect similar structures that belong to different flow maps and
merge corresponding edges to further reduce visual clutter.
The final step is smoothing. In this step, we connect the join

nodes and target nodes by using cubic Bezier curves. The control
points of the cubic Bezier curves are placed so that the derivative
of the incoming curve and outgoing curve are the same at the place
where they intersect. This results in a smoother transition across
different flow maps (Fig. 6(e)).
Focus+context timeline as spring. The stripe tree and flow map
are coupled with a multi-focus timeline, which aims to facilitate
the comparison and exploration of idea flows at multiple levels
of time granularity (R2.2). To effectively convey the compression
of time, we use a spring metaphor inspired by thread weaving in
TextFlow [8]. Specifically, the spring metaphor encodes the number
of time points compressed in the frequency of the spring (Fig. 1(b)).
Interaction. Users can select a time period by clicking the timeline,
then expand or shrink it by dragging the left or right side of the time
period. During the dragging process, the flow map visualization
and user group stripes are updated in real-time. If enough space
is given, the time period will split into multiple time periods with
a smaller time granularity. User action on the timeline will be
automatically recorded and displayed in the timeline action trail
panel (Fig. 1H), which enables users to label the time period and
easily return to previous time periods (R2.2).
5.3 Information Panel
To facilitate the exploration of the source data in full detail (R3),
we designed an information panel that consists of four components:
a word panel, a user panel, a tweet panel, and a timeline action
trail panel. Users can click an idea flow to observe its key content
in the word and tweet panel (R3.1) and identify the key users by
observing the user panel (R3.2).
6

E VALUATION

In this section, a quantitative evaluation and two case studies were
conducted to demonstrate the usefulness and effectiveness of IdeaFlow. The following two Twitter datasets were used in the evaluation:
• Congress dataset A, which contains 1,605,361 tweets posted
by 1,102 Twitter accounts from the members of the 114th
U.S. Congress (January 2010 to March 2016). These accounts
were manually identified and labeled by a master’s student of
communications. We classified the accounts into four groups:
Democratic or Republican Senators and Democratic or Republican House Representatives.
• Ebola dataset B, which contains 16,711,670 tweets posted
by 321,114 accounts from July 2014 to February 2016. We
grouped the accounts according to the location information in
Twitter profiles. Locations were cleaned and organized into a
hierarchy using a location enrichment API [55].
The datasets were processed using the following three steps. First,
we grouped the tweets into different segments, each of which contained one day of tweets. In total, we got 2,253 segments (time
points) for Dataset A and 574 segments (time points) for Dataset B.
Second, we built a correlation model (Fig. 4) for each time point k
based on kth to (k + τ )th segments and used this model to calculate
ck and ∆tk . Here we set τ to 3. In our experience, this setting well
balances model accuracy and efficiency. Third, we constructed the
augmented word graph by using ck and ∆tk and used tensor-based
techniques (Sec. 4.3) to identify the ideas and lead-lag relationships.
Overall, it took 17 hours to process Dataset A and 9 hours to process Dataset B on a workstation with an Intel Xeon E52630 CPU
(2.4 GHz) and 64GB Memory. We extracted 300 ideas and 27,802
lead-lag relationships from Dataset A and 100 ideas and 2,568 leadlag relationships from Dataset B.

Baselines. We compared our algorithm with two baselines. The
first baseline (B1) was the method developed by Zhong et al. [53].
This method uses cointegration to track idea flows and is limited to
two groups. In order to compare it with our method, we substituted
their tensor representation with ours, so that it could track lead-lag
changes within and across multiple groups. The second baseline
(B2) was similar to our method. The only difference was that it
does not take into account the cointegration between word time series. We designed B2 to examine whether model accuracy will be
improved by adding cointegration information.
Experimental settings. In the experiment, we measured two kinds
of model accuracy: idea accuracy and lead-lag relationship accuracy. Here, accuracy is defined as the proportion of ideas/flows
that are labeled to be correct [56]. We invited two PhD students
majoring in data mining to label whether the ideas and lead-lag
relationships were correct. Both students have experience in data
labeling and were familiar with the datasets. For each idea, we provided the students with the top 10 keywords and tweets regarding
this idea. An idea is labeled to be correct if most of the keywords
can be grouped together as a single coherent thought or opinion.
The top tweets were provided to help them understand the idea. For
each lead-lag relationship, which contains two ideas, we provided
the students with the top keywords of the two ideas and tweet pairs
that could potentially explain the lead-lag relationships between the
ideas. Since the number of lead-lag relationships was very large
(> 1, 000), we asked them to label the 150 most important ones. The
inter-annotator agreement between the PhD students was 80.8%. To
further improve the labeling quality, we hired a professional coder
to investigate the labeling results and correct potential errors.
Results. As shown in Table 1, our method outperformed stateof-the-art method from Zhong et al. [53] (B1), with an idea
accuracy improvement of 0.2 and a lead-lag relationship accuracy
improvement of 0.165. These results demonstrate that considering
tweet content and meta-data improves model accuracy. Moreover,
our method also outperformed B2, indicating that taking into
account cointegration between word time series also improves
model accuracy. Overall, these results demonstrate that the model
accuracy is substantially improved by taking into account tweet
content, meta-data, and cointegration between time series.
6.2 Case Study
6.2.1 Discussions and Debates among Congress Members
This first case study was conducted with a professor of media and
communications (P1). The professor wanted to understand the communicative strategies employed by political parties as a whole and
by individual political figures in their interactions on social media.
He also expected that the visual analytic system would help him
develop more insights into the roles of various social groups on the
interplay of social issues. We used Dataset A in this case study.
Obtaining an overview of ideas and their flows (R1.1 and R2.1).
To understand what ideas the congress members discussed on Twitter, the professor started by observing the top-level idea clusters
(Fig. 1(a)). He immediately identified four idea clusters. They
were the economy (yellow), the president and congress (blue), social and cultural events such as holidays (green), and Ted Cruz, a
Republican nominee for the President of the United States in the
forthcoming 2016 election (purple). Curious about how the ideas
flowed among congress members, the professor examined the flow
view (Fig. 1(b)). He noticed that the flows of different idea clusters demonstrated very different patterns. For example, Ted-CruzTable 1: Comparison of the model accuracy of different methods.

6.1 Quantitative Evaluation
In this experiment, we demonstrated that by taking into account
tweet content, meta-data, and correlation between time series, the
model accuracy was substantially improved.
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Figure 7: Holiday related ideas.

related ideas (purple) only circulated within one specific social
group: Republicans. The flow of social and cultural events (green),
whose strength grew over time, was independent from the flow of
other idea clusters. The professor also observed that economyrelated ideas (yellow) and president- and congress-related ideas
(blue) frequently interacted with each other (e.g., A), indicating that
there was mutual influence between different idea clusters. The professor commented that such interactions make sense because bills
that pertain to spending and other economic issues are debated and
voted on Congress.
Exploring details of ideas of interest (R3.1 and R3.2). The Ted
Cruz-related idea cluster caught the professor’s attention, since it
only circulated among Republicans (B). By exploring more details
in the information panel (Fig. 1(c)), the professor found that this
idea cluster was generated because Ted Cruz created his own hashtags and posted many tweets about himself in order to enhance his
visibility in horse races (C). However, his strategy was not very successful: this idea cluster only flowed among his own accounts (D).
Zooming into idea clusters of interest and comparing flows
from different time periods (R1.2 and R2.2). The professor was
curious about non-political ideas in the discussion of the Congress
members, and thus he zoomed into the green idea by selecting
the largest sub-idea at each level of detail. After zooming into
the bottom level, he found five ideas all about different holidays,
such as Christmas, Mother’s Day, and Easter. To understand why
there were so many holiday-related ideas, the professor studied the
flow of Christmas-related ideas. Figs. 7(a), 7(b), and 7(c) show
the flow in 2013, 2014, and 2015, respectively. The professor noticed that the flow was always stronger among Republicans than
among Democrats during the Christmas season. After examining
the details, the professor found that the Republicans tended to leverage Christmas for political purposes. For example, during Christmas 2014 (Fig. 7(b)), Republicans mentioned words like “troops,”
“kenya,” and “obama.” Related tweets show that because President
Obama sent American troops to Kenya, the soldiers were not able to
return home for Christmas. The Republicans took advantage of this
opportunity to criticize the decision by Barack Obama with tweets
such as “Obama didn’t go to Kenya for Christmas. RT @RachelBynum: @HavanaTed @TeaPainUSA Going home for Christmas,
what is wrong with that?” This created a public relations crisis for
the Democrats who were supportive of Barack Obama.
Intrigued by the findings, the professor examined other holidays
such as Independence Day. He discovered that the Republicans
again tended to leverage this holiday for political purposes,
which he referred to as the politicization of holidays. The expert
commented, “The politicization has been widely recognized by
social researchers and the general public [29]. However, it is not
well studied in empirical research. These findings provide solid
empirical evidence for the existence of politicization of festivals
and culture in the U.S. Congress.”

A
C
B
Figure 8: Flow of sentiment towards Sierra Leone related ideas.

6.2.2 The Ebola Epidemic
The widest spread Ebola epidemic started in December 2013. This
epidemic had 28,639 reported cases with 11,316 deaths as of Mar.
16th, 2016 [54]. In this case study, we collaborated with professor
P2. She is interested in understanding how ideas with different sentiment, flow on social media during a health crisis like Ebola. With
this comprehensive understanding, she hoped to make suggestions
to governments and intergovernmental organizations to provide suitable responses during an urgent situation. The dataset used here
was Dataset B. To meet the professor’s analytical needs, we calculated the sentiment of the flow by using a word-embedding-based
sentiment classification method [43]. To represent the sentiment,
we used a color map that ranges from red (negative sentiment) to
gray (neutral sentiment) and green (positive sentiment).
Comparing sentiment flows at different phases of the epidemic
(R2.1 and R2.3). P2 was concerned with the African countries
severely affected by Ebola. Thus she searched for “sierra leone,”
which is the name of the African country with the largest number
of Ebola cases, and zoomed into the corresponding idea cluster. The
flows of this idea cluster are shown in Fig. 8. By observing the sentiment flows and related labels, the professor identified three phases
of the epidemic in Sierra Leone.
The first phase was the outbreak phase (A). During this phase,
strong negative sentiment flowed within and across African countries and non-African countries. Some negative reports and messages such as regarding the death of doctors (D, “Sierra Leone’s
Leading Doctor Dies of #Ebola Before ZMab Drug Arrives
@WHO”) and death toll (E) grabbed public attention. The second phase was the descending phase (B). During this phase, WHO
declared that Sierra Leone was Ebola free and strong positive sentiment started to flow within non-African countries (F). This positive sentiment influenced (led) the African countries to some extend (G). However, negative sentiment continued to flow within
African countries (“Sierra Leone is Ebola free but a legacy of fear
remains.”), which also influenced (led) non-African countries (H).
The third phase was the flaring up phase (C). During this phase, a
new Ebola case was confirmed hours after the WHO declared the
outbreak was over (I, “Ebola resurfaces in Sierra Leone hours after
WHO declares outbreak over http://cnn.it/233OoMT”). As shown
in the flow view, the sentiment of non-African countries tended to
be more negative than that of African countries (J).
Based on the above observations, P2 suggested that governments
and intergovernmental organizations should be more cautious during the descending phase. She said that although the Ebola virus
was under control during this phase, negative sentiments continued
to spread via social media. Thus guiding the public towards a more
rational understanding of Ebola is critical in this phase. She then
suggested that international organizations such as the WHO avoid
absolute statements, emphasize appropriate reservations, and communicate clearly. In particular, she made the following suggestions:
1) emphasize appropriate reservations about reliability if the crisis
is still evolving or information is incomplete; 2) share more information, not less; otherwise people may think something significant
is being hidden; and 3) use clear, non-technical language appropri-
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Figure 9: Idea flows within and across multiple continents.

ate to the target audience, for example, stories, narratives, examples,
and anecdotes that can be used to make technical data come alive.
Exploring idea flows within and across multiple continents
(R2.1 and R2.2). After some exploration, P2 drilled into an idea
cluster related to the Ebola cases in the U.S. to study how the Ebola
cases outside Africa influenced the public. The flows of this idea
cluster are shown in Fig. 9(a). P2 split social group “non-Africa”
into sub-groups (e.g. Australia, Europe, Asia, America) to investigate how ideas flow within and across continents. After analyzing
idea flows shown in Fig. 9(a), P2 made several interesting observations: 1) Australia was least affected among these continents; 2)
strong positive (e.g., K) and strong negative (e.g., L) sentiment of
American users had little influence on the sentiment of users from
other continents; and 3) many continents were influenced by these
ideas from Oct. 2014 to Jan. 2015 (M), when the first Ebola cases
in the U.S. were reported (“Texas nurse tests positive for Ebola,
would be 1st Ebola transmission in U.S.”).
Interested in the first Ebola cases in the United States, P2 drilled
into time period M to examine more details. After iteratively expanding time periods with the largest number of flows, she drilled
into the time period when the first three Ebola cases of American healthcare workers were reported (Oct. 11, 2014 to Oct. 25,
2014). Fig. 9(b) shows how ideas flowed within and across multiple continents during this time period. Flows of the three cases were
marked as N, O, and P, respectively. P2 was surprised to find that
the most influential case was the third one instead of the first one.
To explain this pattern, she examined the patients (who), locations
(where), and dates (when) of the three cases by reading the tweets
and compared the three cases in terms of these aspects. After the
comparison, she recognized the major difference between the third
case and the first two cases were on the patients. While the patients
of the first two cases are nurses from a Texas hospital, the patient
of the third case is a doctor from Doctors without Borders, which
is a well-known international non-governmental organization. P2
commented that Doctors without Borders was very active in public
health issues and it was reasonable that doctors from this organization received more attention compared with other patients.
7

D ISCUSSION

OF

L IMITATIONS

Although the evaluation demonstrates the effectiveness of IdeaFlow,
our system still has several limitations.
First, our idea flow tracking algorithm is an offline method. The
computational cost is dominated by the high cost of tensor decom-

position. When calculating the tensor decomposition, the highest
cost arises from computing the covariance matrix along each dimension [40]. Thus, the overall time complexity is O(N M+1 ), where
M is the dimension number of the tensor and N is the average element number along each dimension. The algorithm usually requires
hours of computation time on datasets with millions of tweets. As
a result, it does not support interactive parameter adjustment with
real-time feedback and is not able to process data in real time as
new tweets are streaming in. A possible step towards this goal is
to incorporate online tensor decomposition to incrementally update
the ideas (and subsequently the lead-lag relationships).
Second, the number of ideas needs to be set manually, which
limits the portability of our method to different datasets. This problem can be solved by using measures such as Akaike Information
Criterion [1] to automatically determine the number of ideas.
Third, the number of idea clusters that can be clearly presented
is limited. This is because we use color to help users find the correspondence between idea clusters on the bubble tree and the flows.
We addressed this problem using labels and interactions. In particular, users can find the correspondence between idea clusters and
flows by reading the labels in the idea/flow view or hovering over
an idea cluster to highlight the corresponding flow and vice versa.
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In this paper, we have presented IdeaFlow, an interactive visual analytics system for exploring lead-lag relationships within and across
multiple social groups on a set of correlated ideas. IdeaFlow automatically models local lead-lag changes within and across multiple
groups on a set of different but correlated ideas. Furthermore, a
visualization consisting of a bubble tree, a novel flow map, and a
focus+contex timeline is provided to present the model outputs at
different levels of time granularity. A quantitative evaluation and
two case studies with domain experts have demonstrated the effectiveness and usefulness of IdeaFlow.
Expert feedback has also illuminated future directions for improving our system. According to the domain experts, their data
sometimes lacks meta-attributes (e.g., location) that are meaningful
for categorizing social groups. Thus, the first area of possible improvements is to develop a method for automatically discovering social groups through semi-supervised or unsupervised learning. Second, we are interested in comparing the ambiguity (e.g., node occlusion, edge crossing, edge crossing angle, and node-edge occlusion)
of the developed flow map layout method with previous methods
to verify the effectiveness of our visualization. Third, experts expressed the need to perform hypothesis testing on IdeaFlow. For
example, they want to change the lead-lag relationship between social groups for an idea at a specific time period, and then they expect
to see how the overall picture changes. To meet this need, we plan
to investigate possible solutions to support hypothesis testing. One
of the domain experts wanted to use IdeaFlow to explore idea flows
on multiple corpora, so another interesting venue for future work
would be to conduct a case study on multiple textual corpora.
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